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Abstract 

Using a novel adaptation of the visual world eye-tracking 
paradigm we investigated children’s and adults’ online 
processing of reference in a naturalistic language context. 
Participants listened to a 5-minute long storybook while 
wearing eye-tracking glasses. The gaze data were analyzed 
relative to the onset of referring expressions (i.e., full noun 
phrases (NPs) and pronouns) that were mentioned 
throughout the story. We found that following the mention 
of a referring expression there was an increase in the 
proportion of looks to the intended referent for both children 
and adults. However, this effect was only found early on in 
the story. As the story progressed, the likelihood that 
participants directed their eye gaze towards the intended 
referent decreased. We also found differences in the eye gaze 
patterns between NPs and pronouns, as well as between 
children and adults. Overall these findings demonstrate that 
the mapping between linguistic input and corresponding eye 
movements is heavily influenced by discourse context.  

Keywords: visual world paradigm; eye-tracking; reference 
processing; discourse 

Introduction 
During spoken communication, we use different types of 
referring expressions in order to specify people, places and 
things. These include both full noun phrases (NPs) (e.g., 
‘Sarah’, ‘the bear’) and pronouns (e.g., ‘she’, ‘it’). In order 
for communication to be successful, speakers must choose 
appropriate referring expressions and listeners must rapidly 
map those referring expressions onto the intended 
referents. One method that has been used to investigate the 
online comprehension of reference is the visual world eye-
tracking paradigm (VWP) (Cooper, 1974; Tanenhaus, 
Spivey-Knowlton, Eberhard, & Sedivy, 1995). In the 

VWP, an individual’s eye movements are monitored as 
they receive spoken language input and view a visual 
scene. The eye gaze response relative to the spoken 
language input is taken to reflect underlying processes 
involved in online language comprehension. 

In a seminal paper, Cooper (1974) found that when 
people were simultaneously presented with spoken 
language input and a visual scene, they naturally directed 
their eye gaze towards entities in the visual scene that are 
semantically related to the language being heard. For 
example, when participants heard phrases such as 
‘suddenly I noticed a hungry lion’ they fixated on a lion 
present in the visual scene ~200 milliseconds (ms) after 
hearing ‘lion’. Cooper proposed that the relationship 
between spoken language input and eye gaze fixations 
could be viewed as an active online process, and as such 
could be used to investigate online language processing. 
Tanenhaus and colleagues (1995) further investigated the 
influence of the visual scene on spoken language 
comprehension. They recorded participants’ eye 
movements as participants followed spoken instructions 
and manipulated real objects visible in front of them. They 
found that participants fixated on target objects ~250 ms 
after hearing the word that uniquely identified the target. 
For example, when participants heard instructions such as 
‘touch the starred yellow square’, they fixated on the target 
250 ms after hearing ‘starred’ when there was only one 
starred object. However, if participants were given the 
same instruction and there were two starred objects, they 
did not fixate on the target until 250 ms after hearing 
‘yellow’, highlighting the high temporal resolution 
between linguistic input and corresponding eye 
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movements. Both these studies were instrumental in the 
development of the VWP as a tool for investigating online 
language processing. 

The mapping between linguistic input and corresponding 
eye movements has also been utilized to investigate 
language processing that relies on inference, as is the case 
in online pronoun resolution (e.g., Arnold, Eisenband, 
Brown-Schmidt, & Trueswell, 2000; Järvikivi, Van 
Gompel, Hyönä, & Bertram, 2005). Typically in these 
studies, participants view scenes with two (or more) 
referents while listening to passages that contain an 
ambiguous pronoun. Because pronouns do not have a fixed 
meaning, there is not a direct association between the 
linguistic input (i.e., ‘he’) and a corresponding referent in 
the visual scene. Thus, listeners must infer which referent 
the pronoun refers to and eye gaze is taken to reflect this 
process. For example, VWP studies have reported that 
following the mention of an ambiguous third person 
singular pronoun (i.e., ‘he’), there is an increase in the 
proportion of looks to the grammatical subject of the 
preceding sentence/clause (e.g., Järvikivi, et al., 2005; 
Kaiser & Trueswell, 2008). This increase in the proportion 
of looks has been taken to suggest that participants 
interpreted the pronoun as co-referring with the preceding 
subject, providing further evidence for what is known as 
the subject bias (e.g., Crawley, Stevenson, & Kleinman, 
1990; Frederiksen, 1981).  

In addition to high temporal resolution, another 
advantage of the VWP is that it does not require 
participants to read or carry out demanding tasks, and 
therefore can be used to investigate online language 
processing in young children. This allows for direct 
comparisons between children and adults without the 
potential confounds introduced by response requirements. 
For example, VWP studies have reported that children as 
young as 2.5 to 4 years old appear to be sensitive to the 
subject bias (e.g., Hartshorne, Nappa, & Snedeker, 2015, 
for an overview; Järvikivi, Pyykkönen-Klauck, Schimke, 
& Hemforth, 2014; Pyykkönen, Matthews, & Järvikivi 
2010; Song & Fisher 2005; 2007). However, the increase 
in the proportion of looks to the grammatical subject 
usually did not occur until relatively late (i.e., 1200 ms) 
after the pronoun onset, suggesting there is still a difference 
between children and adults.  

Another advantage that has been attributed to the VWP 
is that it can be used to investigate language processing 
under relatively realistic conditions. This is primarily 
because the comprehension processes can proceed 
uninterrupted by response requirements. However, the 
majority of previous VWP studies have used carefully 
designed tasks that often encourage participants to 
carefully look at the visual scene. Furthermore, participants 
were usually presented with a series of isolated 
experimental items, where each item was no more than 2-
3 sentences, and thus lacked any sort of rich context. This 

means that each item introduced a new situation or topic, 
for which participants had no context. In sum, previous 
applications of the VWP may not accurately reflect 
naturalistic language processing.  

To date, only a single study has used the VWP to 
investigate reference processing in a continuous discourse. 
Engelen, Bouwmeester, de Brain and Zwaan (2014) had 
children listen to a 7-minute long story while viewing a 
display containing four black and white animal line 
drawings. They analyzed eye gaze data for both full NPs 
(e.g., ‘rabbit’) and pronouns (e.g., ‘he’) and found that 
following the onset of a referring expression there was an 
increase in proportion of looks to the target. However, they 
also found that overall target fixations (following an NP or 
pronoun) decreased as the story unfolded over time. 
However, given that participants viewed the same simple 
display for the entire 7-minutes, it is possible that the 
overall decrease was an artifact of fatigue or boredom. To 
date no study has used the VWP to investigate reference 
processing in a context where both the language input and 
visual scene reflect a natural language setting. 

Present Study 
The present study applied a novel adaptation of the visual 
world eye-tracking paradigm (VWP) in order to explore 
online reference processing in a naturalistic language 
setting. Children and adults listened to a 5-minute story 
containing multiple animal characters while wearing eye-
tracking glasses (ETG). We opted to use ETG over a more 
traditional table-mounted eye tracker because we wanted 
to keep the language processing context as naturalistic as 
possible. The ETG are akin to normal reading glasses and 
allow for participants to move more freely throughout the 
duration of the experiment. We analyzed eye gaze patterns 
with respect to the onset of referring expressions (full NPs 
and pronouns) mentioned throughout the story. Given the 
novelty of the methodological application it was important 
to be able to compare the eye gaze patterns between the two 
types of referring expressions, as well as between children 
and adults. Our primary goal was to explore language 
mediated eye movements outside the context of a carefully 
designed VWP task. We were interested in what eye gaze 
patterns could tell us about the processing of continuous 
discourse in a naturalistic language setting.  

Method 

Participants 
Thirty-five native English-speaking children recruited 
from preschools and daycares in Edmonton, Alberta, 
participated in the study. Written parental consent was 
obtained prior to participation and children received 
stickers and a t-shirt in exchange for their participation. 
Despite the fact that the ETG were supposed to be child-
friendly, during the analysis it became evident that there 
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was large amount of gaze loss across participants. This was 
because the angle between the cameras on the ETG and 
children’s pupils was too large, meaning that the ETG were 
too big to accurately keep track of eye gaze for some 
children. This resulted in 17 children being excluded from 
the analysis. An additional 3 children were excluded 
because they did not fit the age range (> 6 years old). This 
resulted in 15 children (7 female; mean age = 4.8 years; 
range 4.2-5.6) being included in the final analysis. All 
children had normal vision and hearing based on parental-
report. 

Sixteen native English speaking adults also participated 
in the study to serve as a control group. All adults were 
undergraduate students from the University of Alberta and 
received partial course credit for their participation. 
Written consent was obtained prior to participation. Four 
adults were excluded from the analysis due to technical 
issues with the ETG. This resulted in 12 adults (10 female; 
mean age = 20 years; range 18.2-22) being included in the 
final analysis. All adults had normal vision and hearing 
based on self-report. 
Materials  
A 22-page electronic storybook was constructed to be 
similar in style to an everyday storybook that would be read 
to children. The story was about a group of animal friends 
helping a duckling find his father. It contained multiple 
referring expressions in the linguistic discourse, with 
corresponding referents in the illustrations. The story 
began with a single character and after every 3-5 pages a 
new character was introduced so that it ended with 5 
characters in total. All characters were referred to using the 
masculine pronoun ‘he’ to ensure ambiguity. The 
storybook illustrations were created using images from 
freepik.com. The audio was recorded by a female native 
speaker of English in a sound-attenuated booth. The 
illustrations and audio were then pieced together into a 5 
minute and 26 second long .mp4 video, where the pages 
flipped as if it were a real book. An example illustration 
and associated dialogue can be seen Figure 1 below. 

 
 
 
 
 
 
 
 

 
 

Critical Items 
Thirty-six full NPs (i.e., character names) and 10 
ambiguous pronouns (i.e., he) were selected as 
experimental items. These items were selected with the 
criteria that they did not overlap with other referring 
expressions, meaning that another referring expression 
could not occur within the ~1200 ms window following 
their onset. Furthermore, pronouns had to follow a clause 
where both the grammatical subject and object were animal 
characters. Because this was a natural story, there was 
variation in the input that both preceded and followed the 
critical pronouns. However, it should be noted that at 
pronoun onset (and for a period of time afterwards), all 
critical pronouns were ambiguous. Two examples can be 
seen below and the full set can be found in the 
supplementary materials1.   

1) Fox thanked Bear. He wanted to play a different game. 
2) Bear told Fox to go and hide. He started counting to five. 

Procedure  
All children were tested individually at their preschool or 
daycare. The children sat approximately 50 cm in front of 
a Lenovo laptop and were first familiarized to the animal 
characters by being shown each animal individually and 
then being asked to name the animal. In the event that the 
child misnamed the animal they were corrected. The 
children were then told they would listen to a short story 
about the animals while wearing special ETG. The ETG 
were placed on the child’s head and secured using an 
adjustable strap. The children completed a 3-point 
calibration and then listened to the electronic storybook. 
The eye gaze data were collected with SensoMotoric 
Instruments (SMI) ETG wireless 2 eye-tracking glasses, 
which included a built-in high-definition scene camera that 
recorded all audio and video. Registration was binocular 
with a sampling rate of 60 Hz (16.6ms/frame). After 
listening to the storybook children were asked a series of 
five comprehension questions in order to ensure that they 
had been paying attention. Children had to answer at least 
four questions correctly in order to be included in the 
analysis. All children met this criterion.  

All adults were tested at The Centre for Comparative 
Psycholinguistics at the University of Alberta following a 
similar procedure.  
Gaze coding 
 The gaze data were coded frame-by-frame using Noldus 
ObserverXT software (Noldus Information Technology, 
2012). The areas of interest were each of the five animal 
characters. Eye gaze that fell outside of interest areas (IAs) 
was coded as ‘elsewhere’ or in the case of trackloss was 
coded as ‘NA’. This resulted in a data frame in which each 
IA had a separate column and every row represented a 
single frame (~16.7 ms of time). For each frame the IA 
columns either had a value of 0 (gaze not within IA) or 1  

‘But before anyone could start looking, Duckling spotted Daddy Duck across the 
pond! He flapped his wings with excitement. Daddy Duck looked up and saw 

Duckling. He sighed with relief and started swimming across the pond.’ 

Figure 1: Example illustration and associated dialogue 1The supplementary materials can be found at: 
https://git.lwp.rug.nl/a.g.toth/VWP- discourse 

2983



(gaze within IA). The gaze data were then binned into 5-
frame time bins each representing ~83 ms so that the values 
in the IA columns could have values between 0 and 5.We 
were interested in analyzing looks to the target referent 
(versus looks elsewhere), which in the case of pronouns 
was coded as the subject of the preceding clause. The time 
window we were interested in was 2 bins before the 
referring expression onset up until 14 bins after the 
referring expression onset (~1415 ms in total). 

Figure 2: Average proportion of target looks across the 
time bin analysis window (~1415 ms) 

Figure 3: Average proportion of target looks across story 
duration 

Results 
Average proportion of looks 
Figure 2 shows the average proportion of looks to the target 
referent across Time Bin, where the zero line indicates the 
referring expression onset and each time bin represents ~83 
ms of time. The proportion of looks were averaged over 
age group (children versus adults separately) and items 
(NPs versus pronouns separately). For the NPs (left panel) 
you can see that the proportion of looks to the target 
increased following referring expression onset and more so 
for the children (dashed line) compared to adults (solid 
line). For the pronouns (right panel) the relationship is less 
clear. However, it should be noted that there were many 
fewer pronouns than NPs, which can also be seen in the 
relative smoothness of the lines. Figure 3 shows the 

average proportion of looks to the target across the duration 
of the story (Story Position), averaged over age group and 
time bin. For both NPs (left panel) and pronouns (right 
panel), as well as children (triangles) and adults (circles) 
there is a clear downward linear trend, meaning that the 
overall proportion of looks to the target decreased as the 
story progressed over time.  
Analysis 
The gaze data were analyzed in R (version 3.1.2; R Core 
Team 2014) using Generalized Additive Mixed Modeling 
(GAMM, Wood 2006, mgcv R-package). GAMM is a 
nonlinear regression method that allows for the modeling 
of both linear and nonlinear random effects. We opted to 
use GAMMs over more standardized linear modeling 
because GAMMs are specifically designed to model 
nonlinear data and like most time series data, eye-tracking 
data is almost always nonlinear (Porretta, Kyröläinen, van 
Rij, & Järvikivi, 2018). The nonlinear relationship between 
the dependent variable and the predictors is modeled as a 
smooth function, which is a weighted sum of a set of base 
functions that each have a different shape. Using logistic 
GAMMs, we analyzed the counts (looks to the target vs. 
looks elsewhere) for each time bin (see Porretta et al. for 
discussion of binomial GAMMs for eye tracking data). 

To determine the best-fitting model we did not perform 
a model comparison procedure, as model comparisons are 
not very reliable for binomial data (Wood, 2017). Instead, 
we included binary predictors (which model the difference 
between conditions) so that we could use summary 
statistics provided by the mgcv package to determine the 
significance of the smooth terms. In addition, we used 
visualization methods to interpret and verify the 
contribution of the smooth terms (cf van Rij, Hollebrandse, 
& Hendriks, 2016; van Rij, Hendriks, van Rijn, Baayen, & 
Wood, in press).   
GAMM model of target looks 
In order to investigate the eye gaze patterns between the 
four experimental conditions (adult NPs, child NPs, adult 
pronouns and child pronouns), we created three binary 
predictors. IsChild, which models the difference between 
adults (reference level) and children, IsPronoun, which 
models the difference between noun phrases (reference 
level) and pronouns, and IsChildPronoun, which models 
the additive interaction effect between IsChild and 
IsPronoun. We then included the predictor Time Bin, in 
order to analyze looks to the target referent across the time 
bin analysis window (where time bin 0 was the referring 
expression onset). We also included the predictor Story Pos 
(i.e., how far into the story the referring expression 
occurred), in order to test whether looks to the target 
referent changed as the story progressed. All predictors 
were allowed to interact. The smooth functions (s()) model 
the nonlinear regression lines for Time Bin and Story Pos 
interacting with the four experimental conditions. The 
nonlinear tensor product interactions (ti()) model the 
nonlinear interaction surface between Time Bin and Story 
Pos and the four experimental conditions, allowing us to 
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investigate whether the gaze patterns relative to hearing the 
referring expression change over the course of the story. To 
account for individual variation between participants, we 
included nonlinear random by-Subject factor smooths for 
Time Bin and Story Pos, as well as a random intercept for 
Event (unique Subject-Item combination). To account for 
autocorrelation in the residuals, an AR1 model was 
included by specifying the rho parameter and starting point 
for each time series (cf. Baayen, van Rij, de Cat, & Wood, 
2018; van Rij et al., in press). The full analysis can be found 
in the supplementary materials and the final model 
summary is presented in Table 1. 

Table 1: Summary of the partial effects in GAMM 
fitted to count data (looks to target vs. looks elsewhere) 

For the reference level (adult NPs) there was a significant 
nonlinear interaction between Time Bin and Story Pos 
(Chi.sq(14.429)=130.82; p<.001), meaning that target 
looks relative to hearing an NP changed as the story 
progressed over time. The interaction between Time Bin 
and Story Pos was also significant for each binary 
predictor: IsChild (Chi.sq(14.153)=126.29; p<.001), 
IsPronoun (Chi.sq(14.677)=182.72; p<.001) and 
IsChildPronoun (Chi.sq(14.448)=153.73; p<.001). Thus, 
we can conclude that all four experimental conditions have 
unique interaction surfaces. In order to interpret the 
interactions, we must use visualization. The contour plots 
in Figure 4 show how target looks relative to hearing an NP 
changed as the story progressed over time for both adults 
and children. The plots can be read like a topographic map 
with peaks and valleys, where pink indicates more looks to 
the target and green indicates more looks elsewhere. Both 
adults’ and children’s target looks increased after hearing 
an NP; however, this likelihood decreased in a nonlinear 
fashion as the story progressed over time. For example, 
approximately 30 seconds into the story (y-axis), it can be 
seen that the color changes from green to pink, moving 
from left to right (x-axis), indicating that target looks began 
increasing around time bin 3 (~250 ms after NP onset). 
However, 250 seconds into the story (y-axis), it can be seen 
that there is relatively solid green, moving from left to right 
(x-axis), indicating that there was almost no effect of Time 
Bin later on in the story. It can also be seen that the peak is 
steeper for children as compared to adults. The contour 

plots in Figure 5 show how target looks relative to hearing 
a pronoun changed as the story progressed over time for 
both adults and children. The white bands indicate the 
places throughout the story where there are no data, and 
thus should not be taken into consideration when 
interpreting the interaction surface. Similar to the NPs, 
both adults’ and children’s target looks increased after 
hearing a pronoun, but again the likelihood decreased in a 
nonlinear fashion as the story progressed over time. 
Reflected by the overall color becoming greener as you 
move from the bottom to the top of the plots (y-axis). It 
also appears that earlier on in the story (~30 seconds on the 
y-axis) the increase in target looks happens sooner for 
adults than it does for children; around time bins 3 (~250 
ms) and 8 (~667 ms) respectively. However, because there 
were a lot less data for the pronouns we need to be careful 
to avoid over-interpretation.  

 
 

 
Figure 4: NP contour plots of the interaction between Time Bin 
and Story Position for adults and children. Pink indicates more 

target looks and dark green indicates fewer target looks. 
 

Figure 5: Pronoun contour plots of the interaction between 
Time Bin and Story Position for adults and children. Pink 
indicates more target looks and dark green indicates fewer 

target looks. 
 

Discussion 
The current study applied a novel adaptation of the visual 
world eye-tracking paradigm (VWP) in order to investigate 
the online comprehension of reference in a naturalistic 
language setting.  
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Overall, we found that eye gaze patterns relative to the 
onset of referring expressions (full NPs and pronouns) 
were largely influenced by when in the story the referring 
expressions occurred. When participants (both children 
and adults) heard a referring expression earlier on in the 
story, there was an increase in looks to the target referent. 
However, when participants heard a referring expression 
later on in the story there was no increase in looks to the 
target referent. This finding is in line with that of Engelen 
et al. (2014), who also found that overall target fixations 
following a referring expression decreased across a 
continuous discourse. They suggested that the visual scene 
may be particularly useful when first building a mental 
representation of the discourse, such that listeners search 
for appropriate referents in the visual scene, which results 
in eye movements being closely time-locked with the 
unfolding linguistic input. However, once a mental 
representation is well established, the visual scene does not 
provide any additional information and therefore eye 
movements are not closely time-locked. The argument for 
the visual scene not providing any additional information 
may be particularly relevant in the case of Engelen et al. 
(2014), given that the same visual scene was on display for 
their entire 7-minute discourse. As such, we originally 
proposed that their findings may be an artifact of fatigue or 
boredom. Interestingly, we found the same pattern despite 
using 22 different visual scenes throughout a 5-minute 
discourse. Based on the similarity of findings, we no longer 
believe that it is the type of visual scene (simple versus 
more complex) that causes the downward trend, but more 
likely a difference in the role that the visual scene plays 
throughout continuous discourse processing.  

Although the visual context in the present study differed 
from that of Engelen and colleagues (2014), in both studies 
only a single mental representation of the linguistic 
discourse was required. This differs from more traditional 
VWP studies, in which items are presented in isolation and 
therefore participants must build a new mental 
representation for each item. In these studies, the eye gaze 
patterns associated with each item reflect the same type of 
processing that is, trying to understand who is doing what 
to whom (i.e., constructing a mental representation). But, 
because there is no additional linguistic context, the visual 
scene becomes particularly important for extracting 
information. This results in a close time-locking between 
linguistic input (i.e., the mention of a referring expression) 
and corresponding eye movements in the visual scene (i.e., 
looking at the referent almost immediately after it being 
mentioned). In our study, we also saw this for items that 
occurred earlier on in the discourse. So why did we not see 
it for items that occurred later on? Perhaps it is simply 
because later on in the discourse participants already know 
who the referents are and generally what is going on. In 
other words, participants already have an established 
mental representation of the discourse. Therefore, they do 
not rely on the visual scene for information to the same 
extent as they do at the beginning of the discourse (or in 

the more traditional VWP experiments that use 
thematically mutually unrelated 1-3 sentence stimuli).  
This results in eye movements not being closely time-
locked with the linguistic input in the same way that they 
are at the beginning of the discourse and in more traditional 
VWP studies.  It is not that eye gaze patterns later on in the 
discourse are arbitrary (or unmeaningful), but rather that 
they may reflect a type of processing for which the timing 
between the linguistic input and the corresponding eye 
movements and gaze location is not yet well understood. 
One possibility is that, as the discourse status of a referent 
changes due to repeated mentions and due to the 
continuous story context, participants engage in inspecting 
other aspects of the visual scene to refine their discourse 
representation, instead of looking at the referent each time 
it is mentioned.   

In addition to looking at overall eye gaze patterns, we 
also compared the eye gaze patterns between full NPs and 
pronouns, as well as between children and adults. 
Following the mention of an NP, we found that earlier on 
in the story there was a greater increase in the proportion 
of looks to the target referent for children compared to 
adults. However, as the story unfolded children became 
less likely to fixate on the target compared to adults (i.e., 
there was a stronger effect of story position for children). 
Following the mention of a pronoun, we found that earlier 
on in the story children and adults showed a similar 
increase in the proportion of looks to the target referent, but 
this happened sooner for adults than children (~250 versus 
~667 ms after pronoun onset, respectively). However, 
given that the dataset was relatively limited, these findings 
are preliminary and invite further research.  

Given the novelty of the present study there were several 
challenges, the primary one being the technical issues with 
the eye-tracking glasses, which resulted in >50% of the 
children being excluded from the analysis. Furthermore, 
we ended up having a lot fewer referring expressions to 
analyze than we would have liked (especially in the case of 
pronouns). This was because our primary goal was to keep 
the story as natural-sounding as possible and including an 
excessive amount of referring expressions would have 
been counterproductive to this goal. Together, these two 
factors resulted in there being a relatively small dataset, 
which always runs the risk of lacking statistical power. 
Nonetheless, the findings from the current study build upon 
those reported by Engelen et al. (2014) and provide 
convincing evidence that the relationship between 
linguistic input and gaze behavior is heavily influenced by 
context. They further suggest that this relationship is 
affected by the discourse status of the referent, which 
changes over the course of a normal continuous story. 
Furthermore, the findings demonstrate the importance of 
investigating language processing under naturalistic 
conditions. Future research is needed to better understand 
the link between linguistic input and corresponding eye 
movements. 
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